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Abstract

We study a cooperative game that arises from service capacity pooling among firms with
heterogeneous customer bases, modelled as a shared M/G/1 queue subject to a general
performance constraint. Due to the trade-off between a load-sharing effect (pro-pooling) and
a variability-inducing effect from heterogeneous service times (anti-pooling), the resulting
game is not necessarily concave. Nevertheless, we prove that the game has a non-empty core
by proposing an explicit cost allocation rule that takes both server load and variability into

account.
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1. Introduction

Service capacity pooling is pervasive across domains. Public-private consortia co-fund
shared supercomputers to drive innovation and societal benefit (e.g., the EuroHPC Joint
Undertakin@; product teams co-locate services on pooled infrastructure to cut costs and
simplify operationg’} banks and credit unions pool card-authorization capacity via shared
core providers (Alcazar et al., 2024)). Although these examples differ in their institutional

details, they share a common organizational logic: multiple parties are served through a

'EuroHPC JU is a joint initiative between the EU, European countries, and private partners for a
federated supercomputing ecosystem in Europe; see: leurohpc- ju.europa.eu.
2E.g., Booking.com using Kubernetes platform for its product teams; see: kubernetes.iol
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common capacity pool to exploit economies of scale. However, cooperation may be hin-
dered from the outset through two common but relatively under-examined channels: (i)
heterogeneous, general service requirements and (ii) endogenous capacity choice.

Investing in Al infrastructure provides a timely illustration of these two features. Tech-
nology firms and infrastructure partners increasingly build, reserve, or finance large-scale
AT compute facilities to serve heterogeneous streams of customer based requests, from short
chatbot interactions to retrieval-augmented search, document processing, coding assistance,
and multimodal analysis (Akkiraju et al., 2024)). These requests differ substantially in com-
putational burden and duration, as LLM serving workloads vary in input and output length,
latency requirements, and memory usage (Zhong et al.; 2024; Wang et al., 2025). Moreover,
the overall service capacity is chosen by jointly provisioning GPU, accelerator, network-
ing, and power resources to meet the pooled demand, rather than inherited as a sum of
pre-existing capacities. Recent large-scale Al infrastructure initiatives illustrate this logic:
shared capacity is deliberately scaled to support heterogeneous Al services, making credible
cost allocation central to sustainable cooperation[]

We study a cooperative cost-sharing game induced by an M/G/1 queue. Players are
firms, each with its own customer base following a Poisson arrival process and a stochastic
service requirements with finite first and second moments. Each firm imposes a maximum
mean waiting-time requirement for its customer base. When a coalition forms, its members
share a single server under First Come First Served (FCFS) discipline, with the service
rate chosen endogenously to satisfy the tightest requirement in the coalition. Maintaining
capacity incurs a linear cost per unit of service rate per unit time, so the total cost for a
coalition is proportional to the service capacity. With this background, our central question
is: Is sustainable and efficient cooperation attainable in all M/G/1 queueing situations?

The marginal gains from pooling are nontrivial: wvariability induction under capacity
pooling may offset economies of scale. By the Pollaczek—Khinchine formula for the M/G/1

queue, main determinants of waiting time are server utilization and service requirement

3Examples include [Stargate, Stargate UAE, and the planned European AI Campus, which involve multi
partner commitments to purpose-built Al data center and compute infrastructure.
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variability. Adding a player to a coalition enables load sharing (pro-pooling) but may also
increase the variability of service requirements, which raises the capacity required to re-
spect the performance bound (anti-pooling). This creates a technical difficulty for a “fair”
cost allocation: the induced capacity is nonlinear in both load and variability, so marginal
contributions are not additively separable.

We prove that the induced game is totally balanced and derive an analytical solution that
prices both load and (adjusted) variability and lies in the core of every induced subgame.
Our cost allocation rule applies to general M/G/1 settings where players have different
arrival rates, service requirement distributions, and/or performance constraints.

Several related papers consider cooperative queueing games with heterogeneous or gen-
eral service requirements, although typically with a fixed or additive capacity. [Anily and
Haviv| (2010) study a model in which each coalition pools endowments and customer bases
into a single M /M /1 system whose service rate is additive. [Timmer and Scheinhardt| (2010)
and [Anily and Haviv| (2014)) analyze related models with several single-server stations in a
fixed network structure, where cooperation takes the form of capacity or arrival rate redis-
tribution. Peng et al.| (2015) study service capacity pooling in M/G/1 systems, in which
service time variability is assumed to be homogeneous across players.

A second stream studies cooperative queueing games with endogenous capacity selec-
tion or related operational design decisions, mainly in Markovian or Erlang environments/[]
Garcia-Sanz et al| (2008) study single-server M/M/1 queueing games in which coalitions
choose service rates subject to sojourn-time or waiting-time constraints. Karsten et al.
(2014}, [2015) study Erlang loss and delay systems, including settings in which coalitions
optimize the number of servers. [Yu et al.|(2015) allow firms to choose service capacity by
minimizing capacity and delay costs, and show that heterogeneity in work contents or service
variability may make full sharing undesirable. [Liu and Yu (2022) analyze shared services

in multiclass M/M/c systems with priority scheduling and service-level constraints. This

4There is a strand of literature in economics, where the canonical “(re)queueing problem” is formulated
as a deterministic sequencing problem (Curiel et al., |1989)); see |Chun et al. (2019)) for a comprehensive
survey. For recent advances, |Atay and Trudeau| (2024)) endogenize capacity by allowing coalitions to choose
the number of identical servers with unit processing rate.
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strand incorporates endogenous capacity, but generally does not simultaneously allow for
heterogeneous and general service time requirements.

The present paper fills this gap by examining a setting in which both features are present.
Firms may have heterogeneous customer bases with general service requirements, and service
capacity is chosen endogenously to satisfy a coalition-based performance constraint, which
are relevant features of many real-life settings.

The remainder of the paper is organized as follows. Section [2] presents the model and
characterizes its associated cost function. Section |3|illustrates that the game in general lacks
concavity and introduces a closed-form cost-sharing rule for any M /G /1 queueing situations.

Section M concludes.

2. The Model

We consider a cooperative game in which multiple firms can set up a joint server to
reduce overall costs. Let the set of firms be denoted by N = {1,2,... n}, with n < oc.
Each firm ¢ € N has its own customer base that generates arrivals according to a stationary
Poisson process with rate A\; > 0. Customers are heterogeneous in terms of their service
requirements. Specifically, a customer of type i (affiliated with firm 7) requires an amount of
service denoted by a non-negative random variable X; with finite first and second moments,
ie., E[X;],E[X?] < co. We impose a general performance constraint: the maximum mean
waiting time E[WW] for any customer in the queue is ¢ > 0 if she is of type i. Maintaining
service capacity incurs a (linear) cost of k > 0 per unit of service rate per unit time. A
queueing situation is thus characterized by the tuple 6 := (N, (A;)ien, (Xi)ien, (t])ien, k) €
O, where © denotes the family of all such queueing situations.

The maximum mean waiting time constraint is a conservative surrogate for a system of
quantile-based constraints (e.g., requiring that the waiting time for any customer exceeds
a given threshold ¢ with probability at most ¢): by Markov’s inequality, choosing t% < et
such that E[Wg] < t§ := minegt! implies P(Wg > t) < E[Ws]/t < & when a subset of
firms S C N forms a coalition. Alternatively, when we assume the queue operates in heavy

traffic, which large coalitions may get close to, the waiting time distribution (conditional on
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waiting at all) has an exponential distribution as shown by Kingman (1961). Thus, in the

heavy traffic regime, quantile constraints and mean constraints are equivalent.

2.1. Cooperation and Characteristic Cost Function

Let 0 = (N, (\)ien, (Xi)ien, (t])ien, k) € © be a queueing situation. For a nonempty
coalition S C N, their collective performance constraint is taken to satisfy their most strin-
gent member ie., t§ = min;egt!. This coalition now faces a Poisson arrival process with
rate A\g = Zie g Ai. We assume that the coalition will use a single server under the FCEFS
disciplineﬂ that can process work at a constant rate pg. (We will show later how this value
is determined).

Applying the standard assumptions that the system is in statistical equilibrium and
that work amounts are independently distributed, this shared service facility behaves as
an M/G/1 queue. In particular, the service time of an arbitrary customer is the random
variable X;/pg with probability \;/As.

The process rate pg is chosen in order to minimize costs while guaranteeing the hetero-
geneous waiting time constraint, i.e., it is defined as the value of pg for which the mean
waiting time in the queue of an arbitrary customer is equal to ¢§. In Lemma , we will use

queueing theory to obtain a convenient explicit expression for the process rate.

Lemma 1. Let = (N, (\)ien, (Xi)ien, (t])ien, k) € O be a queueing situation, and let

S C N be a nonempty coalition. Then this coalition picks process rate:

_ RS—I—\/R%—FSS
2 b

Ps

where
Rg=>_ ME[X)],
ics
denotes the aggregate load, and
£s = Z 2NE[X

tq
€S S

°In fact, our results extend to any strong and work-conserving discipline without preemption; see (Hassin
and Haviv, 2003, Section 1.4).
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15 the aggregate variability penalty of coalition S, which represents the contribution of service-

time variability scaled by the mazimum mean waiting-time constraint t%,.

Proof. We first derive an expression for the mean waiting time in the queue when pg is set
at an arbitrary value larger than Rg (the stability requirement). For the service time Bg(ps)

of a generic customer, we obtain:

B[Bs(ps)] = 3" 50 o, E{Bs(pe) =3 5 ot
i€s icS s

By the Pollaczek—Khinchin mean value formula (Cooper, 1981), the mean waiting time

in the queue for an arbitrary customer, Ws(pg) is given by:

_ Rs/ps  E[Bs(ps)’]
EWs(ps)l = 1 —i{sjps . QE[ES(;S)]
_ Rs  &st§/(2AspF) _ {sts
ps — Rs  2Rs/(Asps)  4(p% — Rsps)

By definition, pg is chosen such that E[Wg(ps)] = t%. By rewriting, this yields a quadratic

equation for pg i.e., pith — pstiRg — Esth /4 = 0, hence

_ tsRs £ \/(tiRs)* + Es(t%)?
2t1, '

Ps

It is easy to see that only the positive square root is possible in order to guarantee pg >
Rs (the stability requirement). Finally, rewriting the preceding expression completes the

proof. O]

We now define the cooperative cost game (N, ¢’) associated with the queueing situation
6 € ©. (¢ is the characteristic cost function of the game.) Coalition S faces the cost to
maintain the process rate pg. Each player is interested in the expected cost per unit time

in steady state. Hence,

/ P2
CQ(S>:k.pS:k.RS+ RS_I_gS

2 Y
6

for all S C N. (1)



2.2. Analysis of Properties of the Game

The following proposition shows that adding additional players does not decrease the
value of a coalition and that cooperation leads to a reduction of costs. Intuitively, the
pooling effect dominates the variability-inducing effect; it is always beneficial for firms to

join forces.
Proposition 1. For all § € ©, its associated game (N, %) is monotonic and subadditive.

Proof. Let 0 = (N, (A)ien, (Xi)ien, (t])ien, k) € ©. Observe that for all S,7 C N with
S C T, we have Rg < Rp and &g = Y, ¢ 2NE[X?]/tL < 3. 7 2NE[X?]/th = &p, which
completes the proof of monotonicity. We now show the subadditivity. Let S,T° C N with

SNT =1(. Then

k
ASUT) = 5 [RSUT + £/ REr + fsw}

k ) 2NE[X) 20\, E[X7]
T2 Rsur + RSUT+Zm1n{t b} Zmln{t )

k| 2NE[X2 o\ E[X2]
R D g

2 i \ €S ts JET bty

k-
25 R5+RT+\/(RS+RT)2+§S+§T}

T
<3 RS+RT+\/R§+R%+2\/(R§+§s)(R%+§T)+§s+§T
Rt Re o+ (Ra+65) + (RS = (8) + (T
=5 | T S S+(T+€T) = c'(S) + (1),

where the second inequality follows by expanding the squared term. Hence, the game is

subadditive. O]

Furthermore, and central to the implementability of the efficient process rate pg, the
associated game turns out to be totally balanced in Section [3} for every subgame there

exists a cost-sharing rule that ensures efficiency and stability of cooperation. Under such
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an allocation, no group of players has to pay more than what they would face by acting
independently as a group, so they have no incentive to split off and establish cooperation

on their own. In the next section, we explicitly provide one such cost-sharing rule.

3. Cost-sharing Rules for the Cooperative Cost Game (N, c?)

3.1. Proportional-to-load Rule

A seemingly reasonable allocation rule would be to divide costs proportionally to the
server load that each player is responsible for. Such a rule is commonly used in the literature
on cooperative queueing games (e.g., [Karsten et al. 2015; |Anily and Haviv, 2017). Define

for any queuing situation § € ©, the allocation vector P? as follows:

Ry;

PP =d(N)- 2 forallie N. (2)
Ry

The following proposition states a sufficient and necessary regularity condition on the

variability of work amounts for this allocation to be a core element.
Proposition 2. Let 0 = (N, (\)ien, (Xy)ien, (t!)ien, k) € ©. Then P° € Core(N, ) if and
only if

R:-&v < R% &g forall S C N.

Proof. (if) Observe that P? is efficient, i.e., >.,.y P? = ¢?(N). We now show that P? is
stable. Let S C N. Then:

R Ry + R + &) R
S (s i e St b (VRS

ics Ry Ry

k / R? k
:§‘<RS+ R%—FR—]%&N)§§'<R5+\/R%+§5)269(S)

where the inequality follows from the condition on §. We conclude that P? is a core element.
(Only if) This part follows by observing that the inequality in the if proof is reversed

when the condition on 6 is not met. O



Proposition [2| implies that the proportional-to-load allocation P? can fail precisely be-
cause it ignores the variability term &g for some coalition S. P? implicitly makes S pay
not only for its own load Rg but also for part of the variability-driven capacity induced
by other members of N. If some coalition S has relatively low variability intensity (i.e.,
£s/R% < En/R%)), then S is effectively overcharged under P?, giving them an incentive to
split off and set up their own server.

This is illustrated in the following example, which additionally shows that the associated

game need not be concave.

Example 3.1. Consider 0 = (N, (\)ien, (Xi)ien, (t])ien, k), a 3-player queuing situation
with (A1, A2, A3) = (5,3,1), E[X;] =1, t! =10 for all : € N, E[X?] = E[X3] = 1, E[X3] =
20, and k = 1. Parameters for this queuing situation are summarized in Table

The condition for core inclusion of P? in Proposition [2]is not satisfied, since R%IQ} En >
R% €412y Indeed, P? = (5.085,3.051,8.136) when rounded, and since P} + P§ > ¢?({1,2}),
it is not a core element. Intuitively, player 3 makes a rather high contribution to overall
service time variability, cf. E[X2], yet they do not pay enough under allocation P’ to account
for the increase in overall mean waiting time.

Finally, the game is not concave, since ¢?({1,2}) — ?({2}) = 5.0005 > 4.8836 = /() —

&({2,3}). That is, player 1’s marginal cost contribution is greater if he joins a larger subset.

Coalition S {1} {2} {3} {12} {L3} {23} N

Rg 5 3 1 8 6 4 9
s 1.0000 0.6000 4.0000 1.6000 5.0000 4.6000 5.6000
A(S) =kps 5.0495 3.0492 1.6180 8.0497 6.2016 4.2694 9.1530

Table 1: Example of a queueing situation § where P? is not in the core and the game is not concave.

3.2. Shapley Value

Even when (IV, ¢?) is not concave (equivalently, if the associated transferable utility game

v = —c’ is convex), one may still consider using the Shapley value as a benchmark cost



allocation, since it is a canonical “fair” rule in many cooperative game settings. Given (N, c?),

the Shapley value ¢(c?) = (¢;(c?))ien is defined by

pi() = SC%\:{Z} 51 <|N|‘];"!S’ — V! (CO(S u{i}) — c9(5)>, ieN.

It turns out that the Shapley value need not lie in the core for all queueing situations.
Example [3.1] above provides a case in which the Shapley allocation is not stable. In that
example, ¢(c’) = (4.9084,2.9421,1.3025) and is not a core element since ¢;(c?) + ¢3(c?) =
6.2109 > 6.2016 = ({1, 3}).

Indeed, the seemingly fair allocation rules—which in general perform well in M/M/1
queueing games—fail to yield a core element because they do not adequately account for
scenarios in which players with a very low mean server utilization make a rather high con-
tribution to overall service time variability. This can be due to having a high variance of
their own amount of work and/or due to a large deviation of their mean work amounts
compared to the other players in the coalition. In addition, the allocation must correct for
the fact that different coalitions can have different constraints on the mean waiting time.
This motivates the need for an alternative allocation rule that explicitly accounts for and

penalizes variability induced by coalition composition as well as waiting time constraints.

3.3. Variability-adjusted Load Sharing Rule

We now provide an allocation rule that takes server load, variability, and waiting time
constraints into account. Without loss of generality, order firms such that t{ > ¢2 > ... >

t? > 0. For any queueing situation § € O, define the allocation vector Q? = (Q%);cn by

k RyRy A;
[ {,-}—l—u , forallie N, (3)

0 _ %
< V Ry + &N

2

where

A =80y — §(im1y
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with the convention gy = 0. Note that in the special case of a common waiting-time
requirement, ¢ = ... = ¢4 =: ¢4, the increment A; simplifies to A; = 2\,E[X?]/t? which
is proportional to firm ¢’s service-time variability. Before proceeding, we record two basic

properties of A; that will be used in the proof of Theorem

Lemma 2. The following holds for any queueing situation 6 € ©:

(i) A; >0 for alli € N; and

(i) for every S C N, > . _A; < &s.

€S

Proof. Recall the players in set N are ordered such that t{ > ¢2 > ... > ¢4 > 0. (i) is shown

by the following;:

LOAE[XZ] = 2A,E[X2)]
A = iy — &1, im1y = Z BV Z w
m=1 {17"' 77"} m=1 {17"' 72'71}
25 AGEXZ] 230 ALE[X2)
- 4 N 1+
[ i—1
257 AE[X2] - 250 \E[X2]  2\E[X?]
2 m tq m — tq Z 0.
i—1 i—1

To show part (ii), let 7 be the firm with the strictest waiting time constraint within coali-

(4)
tion S, i.e., 7 := max;eg i. By definition, S C {1,2,--- ,7}. Ergo, > .. ¢ A; < 216{1,--.5} A; =
Zz‘zl Az - 55‘ []

Theorem 1. For every 6 € ©, the allocation defined in Equation s a core element, i.e.,
Q% € Core(N, %), with the convention that 0/0 := 0. Moreover, the associated game (N, c%)

15 totally balanced.

Proof. Take any 6 = (N, (Xi)ien, (Xi)ien, (t])ien, k) € ©. By construction, » ..y A; = &y
Observe that QY is efficient, i.e.,

= (N).

Z Qf = k Z Ry + Ry D ien By + 2 ien A
iEN 2 ieN VvV Ry + &N

+—
VR + &N
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We now show that QY is stable. Let S C N, this implies by Lemma [2| that Yoies A <

Y ien Ai = &y. Combined with Lemma (i), we obtain Y, ¢ A; < VEnv/Es. It follows
that

k| RyRs+ e A
Q=52 R+ =

k[ RyRs + EnvEs
<= Rip +
_2_;5 (i) e ]
b,  VREATaVREtTE|

where the inequality in holds due to the Cauchy—Schwarz inequality. Combining the two
parts completes the proof.

The total balancedness result follows analogously by noting that Q¢ remains stable and
efficient for every subgame (T, ¢’) with T C N, by substituting 7" for N in the cost sharing
rule. O

After sufficiently penalizing service requirement variability while taking waiting time
constraints into account, the allocation rule ¢ is both stable and efficient. Henceforth,

sustainable cooperation is attainable for all queueing situations.

3.4. Population Monotonic Allocation Scheme

After establishing total balancedness of (N, c?), a natural follow-up question is whether
(N, ) admits a population monotonic allocation scheme (PMAS, see: Sprumont), (1990) for
all queueing situations i.e., for each 6 € © there exists Z? = {Z?(9) }ics.scn, such that (i)
79(S) € Core(S, ) for all S C N and (ii) Z%(T) < Z¢(S) forall S C T and i € S. In words,
79 prescribes a family of cost allocations, each of which lies in the core of the corresponding
subgame (.9, ¢’). More importantly, population monotonicity implies that, starting from any
status quo, enlarging the set of players (weakly) benefits all incumbents.

It turns out that (N, c’) for § € © need not admit any PMAS. Example provides an

example of a queueing situation where no PMAS exists.
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Example 3.2. Consider 6 = (N, (\)ien, (Xi)ien, (t])ien, k), a 4-player queueing situation
with \; = 1, E[X;] = 1 foralli € N, E[X?] = E[X2] = E[X2] = 1, E[X2] = 3, t¢ = t§ =

td =1, t] = 0.05, k = 1. Parameters for this queuing situation are summarized in Table 2|

Coalition S {i}i€{1,2,3} {4} {1, 2, 3} N \ {j}je{1,2,3} N

Rg 1 1 3 3 4
&s 2 120 6 200 240
A(S) = kps 1.3660 6.0000  3.4365 8.7284 10.0000

Table 2: Example of a queueing situation 6 where a PMAS does not exist.

Suppose there exists Z% = {Z?(S) }ies.scn that is a PMAS for (N, ¢?). We will show this
supposition leads to a contradiction. We have ¢?(N)—c(N\{i}) < CH(N>_ZjeN\{i} ZI(N) =
Z9(N) for all i € N, where the inequality is by stability of Z(N) in the game (N, ¢’), and the
equality follows the fact that Z%(V) is efficient. By population monotonicity, Z¢(N) < Z%(S)

for all S € N and ¢ € S. Combining these two observations yields that

(N) = (N \ {i}) < Z(9). (5)

Now let S = {1,2,3} C N. Then summing both sides of (5] over ¢ € S yields a necessary
condition for (N, c’) to admit a PMAS:

D (LN = (NN (i) <> Z0(S)
€S €S
The contradiction in Example [3.2] follows by observing that,
D (V) = (N \{i})) =3 x (10 — 8.7284) > 3.4365 = ’(S).
€S

Intuitively, a newcomer with high service-time variability and stringent waiting time re-
quirement can raise the capacity to such an extent that it becomes impossible to make all

incumbents (weakly) better off when the coalition expands.

We conclude by noting that enlarging the set of players need not constitute a Pareto im-
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provement. This potential drawback is largely innocuous in many applications: co-funding
decisions are typically made ex ante, and once the shared facility is in place, adding new
modules or clusters purely to accommodate newcomers is often impractical or contractually
constrained. In practice, newcomers more commonly “join” the incumbent pool by purchas-
ing shares, transferring capacity rights, or contracting for a slice of service (Rochet and
Tirole, |2002; Fukui, |2010; Perez-Salazar et al., |2022), rather than triggering a redesign of
the installed base.

4. Concluding Remarks

In this note, we study a queueing situation in which firms pool service capacity in a shared
M/G/1 queue featuring (i) heterogeneous service time variability and (ii) an endogenized
decision of service capacity. The resulting characteristic cost function reflects a trade-off
between a load-sharing effect and a variability-inducing effect, so the induced game need
not be concave, and standard cost allocation rules such as proportional-to-load and the
Shapley value may fail to be stable.

Our main result shows that sustainable cooperation is nevertheless attainable in all
queueing situations: the game is totally balanced and admits a context-specific allocation
rule that is explicit in the primitives of the underlying queueing situation. The rule is derived
by properly pricing service time variability, i.e., by charging each firm for the adjusted
variability it brings into the coalition. By the nature of the game, a PMAS need not exist

in general.
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